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1. Introduction 
Some definitions

What is Data?

A bundle of quantities 
and qualities that 
represent some thing 
when taken together



• Earliest form of writing developed in Mesopotamia around 
3200 BC and was used for commercial record keeping


• The earliest-known censuses took place in Egypt around 
3000 BC


• Amount of data collected over the five millennia since the 
invention of writing up to 2003 is about 5 billion 
gigabytes


• Since 2013, the world generates and stores this same 
amount of data daily

1. Introduction 
Brief History of Data



1. Introduction 
Some definitions

What is Data Science?

Data science is a set of principles, problem 
definitions, processes and algorithms for 
extracting non-obvious and useful patterns from 
large data sets.



1. Introduction 

What do 
you need 

to become 
a Data 

Scientist?



• 1970 Edgar F. Codd published a paper explaining the relational data model


• TLDR; data can be represented in tables where the the columns represents attributes and the rows represent individuals 
(think Excel)


• Such tables can be quickly queried for information using SQL, an international standard for defining queries


• What about storage concerns for non-textual, non-structured data?


• Videos


• Tweets


• Music files


• Data storage and retrieval for these forms of data are generally addressed by the so-called NoSQL databases/ technologies


• New technologies for dealing with sheer volume: Big Data 

• Google BigTable, Facebook Cassandra, Hadoop

1. Introduction 
Aspects of Data Science: Databases and Big Data



• Simplest form of analysis of data is the summarisation of datasets (mean, 
median, spread, max, min)


• Probability invented in 17th/18th century


• Pearson invents hypothesis testing in the 1930’s


• Fisher defines multivariate analysis and statistical inference around the 
same time 


• 1943 McCulloch and Pitts introduces a mathematical model of a neural 
network

1. Introduction 
Aspects of Data Science: Statistics



• Study of algorithms that are able to automatically analyse large data sets to 
extract potentially interesting and useful patterns

1. Introduction 
Aspects of Data Science: Machine Learning



• Alan Turing in WWII invented the electronic computer - massive impact on 
statistical computing because it allowed for much heavier workloads


• Moore’s Law: the speed and capability of computing doubles every 2 years


• Cloud Computing: Using and controlling other people’s computers over the 
internet


• Before 2012: Neural Networks regarded as not being as effective as other ML 
approaches; it is now the dominant algorithm in ML as the lack of computing 
capability/availability turned out to be its limiting factor till very recently

1. Introduction 
Aspects of Data Science: Computing



• Humans have amazing visual capabilities


• William Playfair invented statistical graphics in 1700-1800s


• line chart and area chart for time-series data (1786)


• bar chart to express count data for different categories


• pie chart to represent proportions within a set (1801)


• Florence Nightingale (1820-1910)


• one of the first data scientists!

• https://www.theguardian.com/news/datablog/2010/aug/13/florence-nightingale-graphics

1. Introduction 
Aspects of Data Science: Visualisations



• We will be running these examples on Colab


• Python environment hosted in the Google Cloud


• Minimal setup required


• All you need is a GDrive account

2. A Closer look at Visualisations 
Setting up your Computing Environment



• In class demo


• Code-along if you want to!

2. A Closer look at Visualisations 
How to extract insights from data through graphics



• Data are created through abstractions 
or measurements taken from the world


• Information is data that have been 
processed, structured, or 
contextualised so that it is meaningful 
to humans


• Knowledge is information that has 
been interpreted and understood by a 
human so that she can act on it if 
required


• Wisdom is acting on knowledge in an 
appropriate way.

3. How to run a Data Science Project 
The DIKW Pyramid



• The most widely used 
framework for organising 
a Data Science project 
(used by 40-50% of 
teams)


• Creation sponsored in 
part by the European 
Commission under the 
ESPRIT Program in 1999

3. How to run a Data Science Project 
The CRISP-DM framework



• In class demo based on Ian’s work experience as a quantitative 
risk manager


• Notebooks and code will be made available on the SG Code 
Campus website (QR code flashed at the end of class)

3. How to run a Data Science Project 
The CRISP-DM framework in action



• The time spent across the major tasks (CrowdFlower 2016):


• collecting data sets, 19 percent 

• cleaning and organising data, 60 percent 

• building training sets, 3 percent


• mining data for patterns, 9 percent


• refining algorithms, 4 percent


• other tasks, 5 percent

3. How to run a Data Science Project 
Breakdown of effort between stages



4. Cloud Computing and Data Science
What are largest Technology Firms In the World (aka “Big Tech”)? 

Video: 

CNBC - How Cloud Computing became a Big Tech Battleground


https://www.youtube.com/watch?v=p7MqvJAKLoM



4. Cloud Computing

Cloud 
Computing is 
the running of 
your computing 
on other 
people's 
computers over 
the internet



4. Cloud Computing
Data Science on the Amazon Web Services cloud



5. Where to go from here

https://www.sgcodecampus.com/partners/smu/

Email gilbertong@smu.edu.sg for more information on the SMU 
Academy programmes



6. Conclusion

• Email code@sgcodecampus.com to get your free AWS Educate starter 
accounts


• Guide on how to use your AWS Account to run the notebooks will be posted 
online - use the QR code below:


• Q&A
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